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Parameter Transforms
In
Deep Networks




Y LeCun

Reparameterizing the function by transforming the space

EY, X,W)— E(Y,X,GU))

£

gradient descent in U space:

9G! OE(Y, X, W)/
U—U—=nzg oW

equivalent to the following algorithm in W

8G G OE(Y, X, W)/
U oU oW

dimensions: [Ny, X Ny|[Ny X Ny|[Ny]

space: W «— W — 1




Parameter Spacé Transform: Weight Sharing i

A single parameter is replicated multiple
times in a machine

E(Y,X,wl,...,wi,...,fwj,...) —
E(Y, X, wi,...,Uk, ..., Uk,...)

OB() _ 0E( | 9E)
Jug ow; dw

gradient:

w; and w; are tied, or equivalently, uy 1s
shared between two locations.
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Sometimes, the function to be learned is consistent in restricted domains of the input
space, but globally inconsistent. Example: piecewise linearly separable function.
Solution: a machine composed of several
“experts’” that are specialized on subdomains of
the input space.

The output is a weighted combination of the
outputs of each expert. The weights are produced
by a “gater” network that identifies which
subdomain the input vector is in.

F(X, W)=Y, upF*(X,W¥) with

Uy — SXP(=BG (X W)
ko 3 exp(—BG (X, W)

the expert weights uj. are obtained by softmax-ing
the outputs of the gater.

example: the two experts are linear regressors, the
gater is a logistic regressor.
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Time-Delayed Ifiputs

The input is a sequence of vectors X;.

simple i1dea: the machine takes a time
window as input

R — F(Xt7 Xt—la Xt—27 W)

Examples of use:
predict the next sample in a time
series (e.g. stock market, water
consumption)
predict the next character or word in a
text
classify an intron/exon transition in a
DNA sequence




Example: 1D (Temporal) convolutional net: i
# 1D (Temporal) ConvNet, aka Timed-Delay Neural Nets

# Groups of units are replicated at each time step.
# Replicas have identical (shared) weights.

Y LeCun






Deep Learning'= The Entire

Feature
Extractor

Machine is TR

& Traditional Pattern Recognition: Fixed/Handcrafted Feature Extractor

Y LeCun

Trainable
Classifier

Feature Mid-Level Trainable
——
Extractor Features Classifier
#@l Deep Learning: Representations are hierarchical and trained
Low-Level Mid-Level | | High-Level Trainable
—>  —
Features Features Features Classifier




Deep Learning =,Learning Hierarchical Representations
=d Y LeCun

@ It's deep if it has more than one stage of non-linear feature transformation

Low-Level Mid-Level| |[High-Level Trainable
Feature Feature Feature Classifier

Feature visualization of convolutional net trained on ImageNet from [Zeiler & Fergus 201 3]



How does the brain interprets images? ~ &
¥ - Y LeCun

# The ventral (recognition) pathway in the visual cortex has multiple stages
# Retina - LGN - V1 - V2 - V4 - PIT - AIT ....

WHERE? {Motion,
Spatial Relationships) WHAT? {Farm, Color}

[Parietal stream] [Inferotempaoral stream] o
Categorical judgments, 140-190 ms

Miotor.command

-“-.
Simple visual forms
4 edges, corners
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High level object
descriptions,
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Hubel & Wiesel'ssModel of th
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# [Hubel & Wiesel 1962]:
» simple cells detect local features

» complex cells “pool” the outputs of simple
cells within a retinotopic neighborhood.
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e Architecture of the V"ixsual Cortex

.

“Simple cells”

Multiple
convolutions

[Fukushima 1982][LeCun 1989, 1998], [Riesenhuber 1999]......

Y LeCun

“Complex
cellg>

pooling
subsampling



First ConvNets (U’ Toronto)[LeCun 88, 89]@55%§E=%g
| | S ] K =1 1 1 i1 (] B

Trained with Backprop. 320 examples. Qﬂﬁ‘ﬂ@lﬁ?ﬂr
10 10 10 10 10
' 4x4 4x4 |o &\n 4x4x4
12 ] / / L
{| 8x8 8x8x2 8x8x2
14\ I\ 7
\W//
16x16 16x16 E 16x16 16x16 16x16
Single layer Two layers FC locally connected  Shared weights Shared weights
100 T T T°71 T T T-T'T°T T 11 T T T 1 1 f1_
- I R e _' l _; d[rett | - Convolutions with stride (subsampling)
8 90 [~ -7 I_ _Jinet2 | . No separate pooling layers
iE network architecture links | weights | performance
o single layer network 2570 | 2570 80 %
% two layer network 3240 | 3240 87 %
o » locally connected 1226 | 1226 88.5 %
PP L AP N D U U U constrained network 2266 | 1132 9%
0 5 10 15 20 25 30 constrained network 2 5194 | 1060 98.4 %

training epochs
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First “Real” ConvNets atBe_ll L_abs [Le_Culi et'__lal 8- _.

n Y LeCun
Trained with Backprop. fO&QQ - qu &0 806
USPS Zipcode digits: 7300 training, 2000 test.
Convolution with stride. No separate pooling. ro LY
10 output units @] -——-enem- (/ ‘f

fully connected

~ 300 links 06—4:5-
layer H3 oooooooo 3'_\ 8 F\{ = ‘,-._.-3

30 hidden units fully connected
layer H2 . M 7 /é
12 x 16=192
hidden umts o (AN ~ 40,000 links | \ ’
w1 from 12 Kkernels 3’6‘}[60 o ’ -
5x5x8 0 C?
layer H1 3 B
;?d;‘eﬁ“u'mffs A\ 161 1705485786503 226kh 14182
H1.1— H1.12 L3€37202992997225100%¢701
A ~20,000 links 3IN8AA44459101 0615406103463
from 12 kernels (044 1110304752420099719966
5x5 89 1 ADSLT0RSSTFIIINRT?IESY4¢0
L Lot F9S0187) 1299307997098
256 input units SR\VAC. 010970759733 197015519058

[07451028SS({F>514358010176&3
1 787N 1(8SYL8559L0351608S
] 825510835030+ 75a0137401




Con'vo.lLitional Network Architecture 7

/7\ Filter Bank +non-linearity

o sl b 2/

o ol -y

% ___,I —
F|lter Bank +non-linearity
g E Pooling

Filter Bank +non-linearity

"'l?‘lﬁ..
i

Y LeCun

V4 67 O/ T

@ [LeCun et al. NIPS 1989]
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Animation: Andrej Karpathy http://cs231n.github.io/convolutional-networks/



Convolutional Network (vintage 1990)

= Y LeCun

M Filters-tanh — pooling — filters-tanh — pooling — filters-tanh
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Overall Architecture: multiple !tages of

L

Normallzatlon — Filter Bank = Non Lmeantyd—) Poollng e

Filter Non- feature Filter Non- feature )
Norm [ = - TP Norm - »> 3t (Classifier

Bank | |Linear| |Pooling Bank | |Linear| |Pooling

# Normalization: variation on whitening (optional)

— Subtractive: average removal, high pass filtering

— Divisive: local contrast normalization, variance normalization
# Filter Bank: dimension expansion, projection on overcomplete basis

# Non-Linearity: sparsification, saturation, lateral inhibition....
— Rectification (ReLU), Component-wise shrinkage, tanh,..

ReLU (x)=max(x,0)

# Pooling: aggregation over space or feature type

— Max, Lp norm, log prob.

— 1
. .p p. L]
s LN XY, PROB:~ log

bX,
Qe

I

MAX : Max,( X )

l




# Simple ConvNet
# for MNIST
# [LeCun 1998]

input
1 @32x32

Layer 1
6@28x28

/
5x5

convolution

-- LeNet5

-- stage 1 :

model:add(nn.
.Tanh())
.SpatialMaxPooling(2, 2, 2, 2))

model:add(nn
model:add(nn
-- stage 2 :

model:add(nn.
.Tanh())
.SpatialMaxPooling(2, 2, 2, 2))

model:add(nn
model:add(nn
-- stage 3 :

model:add(nn.
model:add(nn.

filter bank -> squashing -> max pooling
SpatialConvolutionMM(1l, 6, 5, 5))

filter bank -> squashing -> max pooling
SpatialConvolutionMM(6, 12, 5, 5))

standard 2-layer MLP:
Reshape(12*5%*5))
Linear(12*5*5, 100))

model:add(nn.Tanh())
model:add(nn.Linear (100, nclasses))
Layer 3 Layer 5
Layer 2 Y Layer 4
12@10x10 100@1x1
6@14x14 12@5x5
Layer 6: 10
% . 10
2X2 SXS convolution
pooling/ convolution poohng/
subsampling subsampling



Multiple Character Recognitionﬁ [Matan et %l 1992}*

Y LeCun

# Every layer is a convolution

Single
Character
Recognizer




Sliding Window ConvNet + Wei'ghted Finite-State Machine
=d

Y LeCun
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Sliding Window ConvNet + Wei'ghted FSM &
=4

Y LeCun

. éﬂ“‘ feNel S | pesearcu
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What'are ConvNets Good For

Y LeCun

# Signals that comes to you in the form of (multidimensional) arrays.
# Signals that have strong local correlations

# Signals where features can appear anywhere

# Signals in which objects are invariant to translations and distortions.

# 1D ConvNets: sequential signals, text

— Text Classification

— Musical Genre Recognition

— Acoustic Modeling for Speech Recognition
— Time-Series Prediction

# 2D ConvNets: images, time-frequency representations (speech and audio)
— Object detection, localization, recognition

# 3D ConvNets: video, volumetric images, tomography images
— Video recognition / understanding
— Biomedical image analysis
— Hyperspectral image analysis



Word-level training with weak supervision aMatan etal 1992]
e e Y LeCun

# Word-level training
# No labeling of individual characters
# How do we do the training?
=

ConvNet

A

window width of
each classifier

b

3 _

o
TN Y P

Multiple classifiers —— >



Loss Function
[@A]+17

Graph Transformer

19710+ [0.8](—1)
Networks
s e / Ci)\ G,
o G i -bt\.;[':'ﬂ]i-;ﬂ o i) 1[:-.11-11::'.
Structured Prediction Viterbi Tansformer § T
. E[U 1}:4-1 -I-[EA-I _
on top of Deep Learning {EFAMHW [Viarr Transiarmar |
"34" ——wt Fath Selector |
) Desirned i _
This example shows the structured #rsver yl Intepretation
perceptron loss. Gint
I.n pll'actice, we used negative log- v e fon N
likelihood loss. W __|m i _| K H 1 TrEmsRme
Meurml Met Tl'E'J
Weights

Deployed in 1996 in check reading

machines. <

Seqgmentation
Graph

G

seg

| Segmenter |

4




Check Reader

(Bell Labs, 1995)

Graph transformer network trained
to read check amounts.

Trained globally with Negative-Log-
Likelihood loss.

50% percent correct, 49% reject,
1% error (detectable later in the
process).

Fielded in 1996, used in many
banks in the US and Europe.

Processed an estimated 10% to
20% of all the checks written in the
US in the early 2000s.

[LeCun, Bottou, Bengio, Haffner 1998]

1.1 discriminant cost

i

O, -
negatlve log-likellhood 4.3 f
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Face Detection [Vaillant et al. 93, 94] "

# ConvNet applied to large images

# Heatmaps at multiple scales

# Non-maximum suppression for candidates

# 6 second on a Sparcstation for 256x256 image

Scale 6 Scale 7 Scale 8

20x20

Ax16x16 || 4x8x8

4x1x

Il




mid 2000s: state,of the ai't resillts on fac _:_-;detectiqﬁ

Y LeCun
Data Set->| TILTED PROFILE MIT+CMU
False positives per image->| 4.42 | 26.9 | 0.47 3.36 0.5 1.28
Our Detector 90% | 97% | 67% 83% 83% 88%
Jones & Viola (tilted) 90% | 95% X X
Jones & Viola (profile) X 70% 83% X

[Garcia & Delakis 2003][Osadchy et al. 2004] [Osadchy et al, JMLR 2007]
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Pedestrian Detection with Convdlutional N;e'-ts
- Y LeCun

VIDEO: PEDESTRIAN DETECTION


file:///home/yann/text/Talks/videos-2015/pedestrian-wsqp.mp4

Semantic Segmentation




ConvNets for Bi6logical Image Segmentation
=d Y LeCun

@ Biological Image Segmentation
» [Ning et al. IEEE-TIP 2005]

# Pixel labeling with large context
using a convnet r

@ ConvNet takes a window of pixels and |
produces a label for the central pixel

# Cleanup using a kind of conditional
random field (CRF)

» Similar to a field of expert, but
conditional.

@ 3D version for connectomics
» [Jain et al. 2007]



Scene Parsing/Labeling | p
Y LeCun

[Farabet et al. ICML 2012, PAMI 2013]



Scene Parsmg/Labellng Multlscale Conngt Archltecture
Y LeCun

# Each output sees a large input context
» 46x46 window at full rez; 92x92 at 2 rez; 184x184 at 4 rez

» [7x7conv]->[2x2pool]->[7x7conv]->[2x2pool]->[7x7conv]->

» Trained supervised on fully-labeled images

O

il % Categories

Laplacian Level 1 Level 2 Upsampled

Pyramid Features Features Level 2 Features



Method 1: majority over super-pixel regions

Input image

sosayladAy Arepunoq |exid-1adng

19NAUOD 3[eds-NNIA

Superpixel boundaries

=4 Y LeCun

Majority
Vote

Over
Superpixels . L

sV lmana

J191JISSe|D [eUOIIN|OAUOD

Features from

Convolutional net
(d=768 per pixel)

Categories aligned
With region
boundaries

“soft” categories scores

[Farabet et al. IEEE T. PAMI 2013]
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mm wall mm books mm chair mm furniture mm sofa mm object mm TV
B bed mm ceiling mm floor pict./deco mm table mm window mm uknw

il
f -

Ground truths

Our results

[Couprie, Farabet, Najman, LeCun ICLR 2013, ICIP 201 3]



Scene Parsing/Labeling .
2 Y LeCun

# No post-processing VIDEO: SCENE PARSING

# Frame-by-frame

# ConvNet runs at 50ms/frame on Virtex-6 FPGA hardware

» But communicating the features over ethernet limits system
performance

[Farabet et al. ICML 2012, PAMI 2013]


file:///home/yann/text/Talks/videos-2015/scene-parsing.mp4

i .

Scene Parsing/Labeling: Performance

# Stanford Background Dataset [Gould 1009] 8 categorles

Y LeCun

Pixel Acc. | Class Acc. | C1 (sec.)
Gould ef al. 2009 [14] 76.4% - 10 to 600s
Munoz et al. 2010 [37] 76.9% 66.2% 12s
Tiche ef al. 2010 [10] 775% : T0 to 300s
Socher et al. 2011 [45] 78.1% - ?
Kumar et al. 2010 [27] 79.4% - < 600s
Lempitzky ef al. 2011 | 81.9% 72.4% > 60s
singlescale convnet 66.0 % 56.5 % 0.35s
multiscale convnet 78.8 % 72.4% 0.68
multiscale net + superpixels 80.4% 74.56% 0.7s
multiscale net + gPb + cover | 80.4% 75.24% 61s
multiscale net + CRF on gPb | 81.4% 76.0% 60.5s

[Rejected from CVPR 2012]

[Farabet et al. ICML 201 2] [Farabet et al. IEEE T. PAMI 201 3]




Scené Parsing/Labeling: Performance '~

. Y LeCun
Pixel Acc. | Class Acc.

Liu et o 2009 7] T | g0
Tighe ef al. 2010 | ] 76.9% 29.4% 833 categories
raw multiscale net* 67.9% 45.9%

multiscale net + supurpir{elﬁl 71.9% 50.8%
multiscale net + cover! 72.3% 50.8%
multiscale net + cover 78.5% 29.6%
Pixel Acc. | Class Acc.
Tighe et al. 2010 [4] 66.9% 7.6%

# Barcelona dataset raw multiscale net! 37.8% 12.1%

# [Tighe 2010]: multiscale net + supﬂrpixelﬂl 44.1% 12.4%

# 170 categories. multiscale net + cover’ 46.4% 12.5%

multiscale net + cover? 67.8% 9.5%

[Farabet et al. IEEE T. PAMI 2012]



ConvNet for Long Range Adapti#e Robot V|S|on
(DARPA LAGR program 2005-2008)

Y LeCun




i "

Long Range Vision with a Cohvolutiona} Net
._ Y LeCun

Pre-processing (125 ms)

* Ground plane estimation

* Horizon leveling

* Conversion to YUV + local
contrast normalization

* Scale invariant pyramid of
distance-normalized image
“bands”

12,.2m to IMF, =scale: 1.0

1.4

- -I - — e P —-. L] -
_m_ 5,.8m to 17,6m, scalet 5,0
m_ 4,1m to 11,3m, scalet 6,7



convolufional NebArchitecture .
Y LeCun

100 features per
3x12x25 input window  100@25x121

P S,

CONVOLUTIONS (6x5)

VIDEO: LAGR 20@30x125

MAX SUBSAMPLING (1x4)

20@30x484

. 3@36x484
YUYV image band

20-36 pixels tall,
36-500 pixels wide YUV input


file:///home/yann/text/Talks/videos-2015/lagr-aaai.mp4

Visual Object Recognition with Convolutionﬁl Nets

Y LeCun

& In the mid 2000s, ConvNets were getting decent results on
object classification

# Dataset: “Caltech101":
» 101 categories
» 30 training samples per category
& But the results were slightly worse than more “traditional”

computer vision methods, because:
» 1. the datasets were too small

» 2. the computers were too slow




Y LeCun
Sea lion

T—

& The ImageNet dataset [Fei-Fei et al. 2012]
» 1.2 million training samples
» 1000 categories

& Fast & Programmable General-Purpose GPUs
» NVIDIA CUDA
» Capable of over 1 trillion operations/second




f Very Deep ConvNet for Object Recognition

i@l 1 to 10 billion connections, 10 million to 1 billion parameters, 8 to 20 layers.

samoyed (16); Papillon (5.7); Pomeranian (2.7); Arctic Fox (1.0); H ;

N g il il il g R e g o

COoOrP Lo /rl7ors & Rell/
"'""f""f'ﬂ'faa;u""'f""l
Max Poolrrrg

V- /7 /72 0 2722 7 L AAXRY 7 7)) LA

COoVDIETlTors o Roall”r

LT - - - - LT b T L i A

| Aty Poolrrg

o &

COoOrP O/ lTors & Rell/

" Red Green  Blue
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Very Deep ConVNets Traihed oh GPU & }

# AlexNet [Krizhevski, Sutskever, Hinton 2012]
» 159% top-5 error on ImageNet

8 OverFeat [Sermanet et al. 2013]

» 13.8% FULL 1000/Softmax
8l VGG Net [Simonyan, Zisserman 2014] FULL 4096/RelU
» 7.3% FULL 4096/Rel U
8 GooglLeNet [Szegedy et al. 2014]
» 6.6% MAX POOLING 3x3sub
M ResNet [He et al. 2015] CONV 3x3/ReLU 2561m
»5.7% CONV 3x3ReLU 384fm
CONYV 3x3/RelLU 384fm

i http://torch.ch
@ https://github.com/torch/torch7/wiki/Cheatsheet

MAX POOLING 2x2sub
CONYV 7x7/ReLU 256fm

MAX POOL 3x3sub
CONYV 7x7/ReLU 96fm




Y |

@ Small kernels, not much subsampling (fractional subsampling).
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ResNet
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Y LeCun



http://torch.ch/

Kernels: Layer ¥ (11x11)

# Layer 1: 3x96 kernels, RGB->96 feature maps, 11x11 Kernels, stride 4

I

]
-H.-
[ B

R,
..-.
e
=

Y LeCun




f Learning in Action

 How the filters in the first layer learn




Deep Learning =,Learning Hierarchical Representations
=d Y LeCun

@ It's deep if it has more than one stage of non-linear feature transformation

Low-Level Mid-Level| |[High-Level Trainable
Feature Feature Feature Classifier

Feature visualization of convolutional net trained on ImageNet from [Zeiler & Fergus 201 3]



Y LeCun

Im afg'e' Net: Cla ssificatio n - (7

& Give the name of the dominant object in the image

& Top-5 error rates: if correct class is not in top 5, count as error
» Red:ConvNet, blue: no ConvNet

2012 Teams Y%error 2013 Teams %error 2014 Teams %error
Supervision (Toronto) 15.3 Clarifai (NYU spinoff)  11.7 GooglLeNet 6.6
IS| (Tokyo) 26.1 NUS (singapore) 12.9 VGG (Oxford) 7.3
VGG (Oxford) 26.9 Zeiler-Fergus (NYU) 13.5 MSRA 8.0
XRCE/INRIA 27.0 A. Howard 13.5 A. Howard 8.1
UVA (Amsterdam) 29.6 OverFeat (NYU) 14.1 DeeperVision 9.5
INRIA/LEAR 33.4 UVA (Amsterdam) 14.2 NUS-BST 9.7

Adobe 15.2 TTIC-ECP 10.2
VGG (Oxford) 15.2 YZ 11.2

VGG (Oxford) 23.0 UVA 12.1



Object Detection
And
Localization
With
ConvNets
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Classification +/Localization: multiscale s?}idiljg window

@ Apply convnet with a sliding window over the image at multiple scales

@ Important note: it's very cheap to slide a convnet over an image

» Just compute the convolutions over the whole image and replicate the
fully-connected layers

[oE@r comf 6,45 [DEEr (EET SRR EET 087 ] L UL o 2 A 1 2 e Y B e 2 e e ) B el 2 e ) Sl

(TEwLwlxd min: 0448064 mesn: 0,445

4 A ¢
i’ y S A ! ; B
i i el LY e i " i | -
ear (L meax 0.45 ava 0.45)
(TEx1xZ%s min: 0, 286652 mean: ULG14374 mex: 0.

LeEr (15 meax 0.95 ava) 0.64)
dag (2 mex 0. 12 avh Mg )
lswine (1 mizx 0,11 avag) 0. 11)
urtle (2 max 0,11 awa) 0.08)
porcupine (1 rmak O0E Sva 6]

.10 &vg 0.10)
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C;la‘-SS’i!ciCél’CiOn + Localization: &

Y LeCun

sliding window # bounding box regressid‘@

@ Apply convnet with a sliding window over the image at multiple scales

& For each window, predict a class and bounding box parameters

» Evenif the object is not completely contained in the viewing window,
the convnet can predict where it thinks the object is.

BeEr (1S mex 085 avg O ad]
diaa) (2 mex 0,12 eva G008 )
Ewine (1 e 0,11 awg .11
urtle (2 mex .11 evg U 0s]
porcupine T mex D0EEva iG]

18X 0,97 avg 0.60)
2 020 ava) 0.19)
o L0

d .
B 2V mer Dh0E e i)
vhigle (7 max 008 &ve 0.05)




Res ults: pre-trained on Ima}\letﬁ( ~ <
fine-tuned on ImageNet Detection = 8 e

B

Y LeCun

Form

|

Gt
<



Detection Examples
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Detection Examples




f Deep Face

@ [Taigman et al. CVPR 2014]

» Alignment
» ConvNet
» Metric Learning

@l Deployed at Facebook for Auto
tagging

» 800 million photos per day

=
@] III‘-,I ? w
e —
.q: @
=\ 12
z| 12
i '.\ o
Ll LL
2|/
~AVA &
m
=/
: M2: C3: L4: L5: L&: F7: FR:
Calista_Flockhart_0002 jpg Frontalization: 32x11x11x3 32%3In3In32 16x9x9x32 16x9xIx16 16x7x7x16 16x5x5x16 4096d 4030d

@142x142 @71x71 @E3X63 {55555 @25x25 @21x21

Detection & Localization @152x152x3



Metric Learningiwith a Siamese Architectfire

Y LeCun

@ Contrative Obective Function

Make this small Make this large
» Similar objects should
produce outputs that are Dy A Dy A
nearby IG,, (x)=G  (x,)l IG,, (x,)—G, (x)l|
o i X X i
» Dissimilar objects should
produce output that are G, (x,) G, (x,)
far apart.

» DrLIM: Dimensionality
Reduction by Learning
and Invariant Mapping

» [Chopra et al. CVPR 2005] ) .
» [Hadsell et al. CVPR 2006] Similar images (neighbors

in the neighborhood graph) (non-neighbors in the
neighborhood graph)

Dissimilar images



Pose Estimatiof and Attrlbute Recovery wlth Con\ﬂ\lets

e

Y |

-

&

Y LeCun

Real time hand pose recovery
[Tompson et al. Trans. on Graphics 14}
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Person Detectioh and Pose Estimation

Tompson, Goroshin, Jain, LeCun, Bregler arXiv:1411.4280 (2014)

Jx 2562256

Y LeCun

Coarse Heat-Map Model

14x32x32

Final (x,y
(9)

Hxconv
lenfH conv fH pool H conv b pool =+
pool ;
X conv
: : Ixeonv+
len =~ conv H{ pool = conv H{ pool = :
D00
coarse (x,y)
128xhdx64 14x128x0<0
T2ax128x128] CrOp [Tixizexiexis
128x128x128 at 14x128x18x18
128x256x256 (x,y] 14x128x36x36

143636 (Ax, Ay)
Fine Heat-
Map Model




Oy =

Person Detectioh and Pose Estimation £
| , | e .\ Y LeCun

Tompson, Goroshin, Jain, LeCun, Bregler arXiv:1411.4280 (2014)



file:///home/yann/text/Talks/videos-2015/hand.mp4
file:///home/yann/text/Talks/videos-2015/hand.mp4

. SPATIAL MODEL

Start with a tree graphical model
MRF over spatial locations

local evidence function
7 f g »Z ~ observed

'\eompatibility function

@O O ®
< oliw) > wlew)  ~ 0Ee) =
w w € e
\ Joint Distribution:
atent / hidden

Plf,s,e,w) = H‘le,x H(I)

66

Y LeCun
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. SPATIAL MODEL

Start with a tree graphical model

... And approximate it

p(f) =l f) T [(lx)xw( 1| x) +clf]x))
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SPATIAL MODEL: RESULTS

FLIC@)
Elbow

LSP(2)
Arms

Detection rate

Detection rate

Ours (FLIC)
Ours (FLIC—plus)

Jain et. al.

100

6 8 10 12 14 16 18 20
Normalized distance error (pixels)

100

—— Ours: wrist

90| —— Ours: elbow
Toshev et al.: wrist
80| — — Toshev et al.: elbow

Dantone et al.: wrist
— — Dantone et al.: elbow
Pishchulin et al.: wrist . : : :
— — Pishchulin et al.: elbow | : L

Normalized distance error (pixels)

Toshev et. al.

Yy |

Y LeCun

- |

MODEC — — Yanget. al.
— — Eichneret.al. — — Sappet. al.
100
[0}
FLIC®D
c
Kl
5] | ]
o}
: Wrist
o
0////3;;;;;;;;
0 2 4 6 8 10 12 14 16 18 20
Normalized distance error (pixels)
100 ‘ ‘ ‘ ‘
ey e e
Toshev et al.: ankle
80| — — Toshevetal:knee  |........ooooooiiiiiiiine
Dantone et al.: ankle
— — Dantone et al.: knee : : : : B
70+ Eisncﬂu:ine{a:.:ﬁnkle R R P e
[0) —_—— Isnchulin et al.: Knee | = | .
s 0 o LSP®)
c . . . . g . i .
il 1
©
o}
g Legs

4 6 8 10 12 14 16 18 20
Normalized distance error (pixels)

(1)B. Sapp and B. Taskar. MODEC: Multimodel decomposition models for human pose estimation. CVPR’13
(2)S. Johnson and M. Everingham. Learning Effective Human Pose Estimation for Inaccurate Annotation. CVPR'11



Ima'ge' Captioning: generating a descript

\."/e senténce
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-r'ﬁ. .#

A man riding skis on a snow covered ski slope. A man is doing skateboard tricks on a ramp. The girl with blue hair stands under the umbrella.
NP: a man, skis, the snow, a person, a woman, a snow covered slope, NP: a skateboard, a man, a trick, his skateboard, the air, a NP: a woman, an umbrella, a man, a person, a girl, umbrellas, that, a
a slope, a snowboard, a skier, man. skateboarder, a ramp, a skate board, a person, a woman. little girl, a cell phone.

VP: wearing, riding, holding, standing on, skiing down. VP: doing, riding, is doing, performing, flying through. VP: holding, wearing, is holding, holds, carrying.

PP: on, in, of, with, down. PP: on, of, in, at, with. PP: with, on, of, in, under.

A man wearing skis on the snow. A man riding a skateboard on a ramp. A woman is holding an umbrella.

A slice of pizza sitting on top of a white plate. A baseball player swinging a bat on a field. A bunch of kites flying in the sky on the beach.
NP: aplate, a white plate, a table, pizza, it, a pizza, food, a sandwich,  NP: the ball, a game, a baseball player, a man, a tennis court, a ball, NP: the beach, a beach, a kite, kites, the ocean, the water, the sky,
top, a close. home plate, a baseball game, a batter, a field. people, a sandy beach, a group.

VP: topped with, has, is, sitting on, is on. VP: swinging, to hit, playing, holding, is swinging. VP: flying, flies, is flying, flying in, are.

PP: of, on, with, in, up. PP: on, during, in, at, of. PP: on, of, with, in, at.

A table with a plate of pizza on a white plate. A baseball player swinging a bat on a baseball field. People flying kites on the beach.
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$ C3D: Video Classification with 3D ConvNet

il [Tran et al. 2015]

VIDEO: COMMON SPORTS

VIDEO: UNCOMMON SPORTS



o

SeQ'méhting and Localizing Objects (Dee-"‘gMa_?k)

# [Pinheiro, Collobert,
Dollar ICCV 2015]

» ConvNet produces |

object masks

VGG

512x14x14

1x1
conv

- a K7,

56x56

512x14x14

2x2
pool

foegm(X): 224x224
L\
foorelX): 1x1
512x7x7 1024x1x1 2048x1x1
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Iterative Refinefment: DeepMask++

# FAIR COCO Team

¢

A1 | 1404

x14
7 |
7 | 2x | o
0.6 l 14x14 7 | Y : E
—DeepMask A ﬂ : |2
05 —DeepMask + - 3x3 : %
ht conv
—SelectiveSearch U N : | -
| |—Rigor X \ | @
§0'4 —Geodesic 56X56 ﬂ \\\: C?E)va I -
03 —EdgeBoxes " N I
%0.3 § ° \
© °
0 56x56
3021 .
224x224 ° 28x28
0.1 t v
0 1 2
10" 10 10 0

# proposals


file:///home/yann/text/Talks/videos-2015/c3d-sports-common.mp4
file:///home/yann/text/Talks/videos-2015/c3d-sports-uncommon.mp4
file:///home/yann/text/Talks/videos-2015/c3d-sports-uncommon.mp4

DeepMask++ Proposals S P i
| ‘ -\

@ FAIR COCO Team

B
CEEIAL  NIR




Recognition Pipéline

# FAIR COCO Team

’ VGG16 Trunk ‘

Foveal Region 1

VGG16 Classifier

fch > fcb

Foveal Reqgion 2

\(4‘096x3)

VGG16 Classifier

fch > fc6

Classifier
Features

Y LeCun

¥
\d

Foveal Reqgion 3

VGG16 Classifier

fch > fcb

convi

VGG16 Classifier

fch > fc6

Regression
Features
(4096)

=

Classifier

b

"| Regression

BBox




Training N > 1

Y LeCun

@ 2.5 days on 8x4 Kepler GPUs with Elastic Avergaing Stochastic Gradient
Descent (EASGD [Zhang, Choromanska, LeCun NIPS 2015]

& “Big Sur”




Results
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boat boat
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Mistakes
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Supervised ConVNets that Draw Pictures §

2 Y LeCun
@ Using ConvNets to Produce Images
& [Dosovitskyi et al. Arxiv:1411:5928
RGB reconstruction loss
input uconv.3  conv-4 Target RGB
] FC-1 UCONV-2 128 (transformed)
class FC-2
¢ » o> FC-3 FC-4 FC-5
512 To(x - S)
809
wsw 3 Target
A segmentation
128 R\ (transformed)
512
.n’l?::l;“
2
transf. E> 1024 1024 _g:a'.is
param. Tos
0 8 1536
512 128

Segmentation reconstruction loss




w Pictures §
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! Original Reconstuction  Light direction varied

I booeeee :

v

Con'vo'lLitional Encoder-Decoder

2

M Generating Faces
@ [Kulkarni et al. Arxiv:1503:03167]

Q(zi|v)

graphics code

2
?
¥
¢
f |
?
¢

e nTee
C O

QASTncve

s

]
LY
2
7
¢

Unpooling (Nearest Neighbor) +
Convolution

e

Convolution + Pooling

v

... 7200

- *“ o
. K v
i D
\ \ r" & P(ZC’Z)
I N A= -
observed e
image N e A
—_ oe '-“.
150x150 LS s Y B
Filters = 96 Filters = 64 Filters = 32 ™, g“ o |; Filters =32 Fears = 64 " Filters = 96
kernel size (KS) = 5 KS=5 KS=5 M= i Ks=7 KS=7 KS=7
| ) JUs -
{1200, X200}
||
Encoder Decoder

(De-rendering) (Renderer)




Speech Recognition
F With
AR ConvNets
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Speech Recognition with Convolutional Nets .._I_(NYU";/IBM)

Y LeCun
( Max-Norm )
A st s | er
S
& 2Ya ~ aYa aYatlatalalaYae 2
]
- - o @ c c c c
u c c c Q Q o e
c s =] o g g 5 n T
= 313 : HIE HENRHEIREEIEI UL E
g 2| |2 5 HIE S BEIEIBEIEIE S[] #
= v g v z £ HIRIE HIE
Q -
: ]
"/ \/ U (WA VAN, N\ \/
3x40x40 9x9 b4x32x32 4x]1 64x8x32 4x4 64x5x29 1024 1024 1024 3000

& Acoustic Model: ConvNet with 7 layers. 54.4 million parameters.
& Classifies acoustic signal into 3000 context-dependent subphones categories

# ReLU units + dropout for last layers
# Trained on GPU. 4 days of training



Speech Recognition with Convelutional I\@ts .(NYU{/IBM)

Y LeCun

@ Training samples.
» 40 MEL-frequency Cepstral Coefficients
» Window: 40 frames, 10ms each




i
A

Spe'ec.h'Recognition with Convolutional N;ets _(NYU/IBM)

Y LeCun

# Convolution Kernels at Layer 1:
» 64 kernels of size 9x9

TCL LUR BN e T
W W W= N
N LTASET B S
S EEL I R
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= | Mu[til_ingual_ recognizer Softmax ||| Softmax Softmax ||| Softmax Softmax ||| Softmax
M Multiscale input FC [ FC || FC || FC || FC || FC
» Large context window FC | FC | FC | FC || FC || FC
EESE“HEEHEHE? FC J[_FC ][ FC
FC | |
N pool
' conv
pool
conv

200




ConvNets are Everywhere
(or soon will be)




NVIDIA: ConvNét-Based Driver Assistance o

Drive-PX2: Open Platform for Driver Assistance

Embedded Super-Computer: 42 TOPS
— ( =150 Macbook Pros)
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Mo'bilI'Eye: ConvNet-Based Driver Assista@ce
_ | : Y LeCun

pixel labeling

Deployed in the latest
Tesla Model S and Model X

path planning

~Graphical Model

mation segmentation




ConvNét in Connectomics [Jain, Turaga,Se‘_:ung 2007]

Y LeCun

@ 3D ConvNet
Volumetric
Images

@ Each voxel labeled as “membrane”
or “non-membrane using a 7x7x7
voxel neighborhood VI D EO

@ Has become a standard method in
connectomics



Brain Tumor Detection

& [Havaei et al. 2015]
» Arxiv:1505.03540

@ InputCascadeCNN
architecture

» 802,368
parameters

& Trained on 30
3 patients.

m 4 State of the art
results on BRAT2013

enhanced tumor,

Input
4x65x65

Necrosis,

InputCascadeCNN*

® e

non-enhanced tumor,

-

# Parameters 802,368

/ 64x24x24  64x21x21
_I. _l.
T >
1

A

24x21x21

1
Conv 3x3 +
Maxout +
Pooling 2x2

=0

onv I3x13+  160x21x21

\

Y LeCun

Conv 21x21 +

Softmax




Predicting DNARNA — Protein Binding with ConvNets
' o \ Y LeCun

“Predicting the sequence specificities of DNA- and RNA-binding proteins by
deep learning” by B Alipanahi, A Delong, M Weirauch, B Frey,

Nature Biotech, July 2015.

P, .y ANALYSIS
nature S
Predicting the sequence specificities of DNA- and

b ’ = l 1a 1 ( RMNA-binding proteins by deep learning
biotechnology  ISEEREEERS

Current batch Motif scans
of inputs

Current model
paramelers

Parameter
updates

b 1. Calibrate 2. Train candidates 3. Test final model
Test

o = |- 0@ Ba ¥ b=
Evaluate » — o Use best - ’ ' 0.3
random < 77 =" calibration | ¢ = £

-

Regulatory motif predictionsifrom dEE].‘l lEarning
Bile duct cells from stem cells L4

calibrations (3 attempts) | 9@ 0.97)~ Mb w

q

Imaging siRMNA release from endosomes

. Training

Use all training data AUC Use parameters
}— 0.97 of best candidate

3-fold cross validation Average
validation ( Train

alidate). AUC e e
L\._...._.‘.. = n‘)_m “ Tes‘ d8|8 never seen

 [Validate Train Trg:t\iang . during calibration or training




'F Deep Learning is Everywhere

(ConvNets are Everywhere)

il Lots of applications at Facebook, Google, Microsoft, Baidu, Twitter, IBM...

» Image recognition for photo collection search
» Image/Video Content filtering: spam, nudity, violence.

» Search, Newsfeed ranking

il People upload 800 million photos on Facebook every day

» (2 billion photos per day if we count Instagram, Messenger and Whatsapp)

@l Each photo on Facebook goes through two ConvNets within 2 seconds

» One for image recognition/tagging

» One for face recognition (not activated in Europe).

@l Soon ConvNets will really be everywhere:

» self-driving cars, medical imaging, augemnted reality, mobile devices, smart
cameras, robots, toys.....



¥ ConvNet
A Hardware
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NeuFlow architectlire (NYU + Purdue)

i Collaboration NYU-Purdue: Eugenio Culurciello's e-Lab.

@ Running on Picocomputing 8x10cm high-performance FPGA board
» Virtex 6 LX240T: 680 MAC units, 20 neuflow tiles

& Full scene labeling at 20 frames/sec (50ms/frame) at 320x240

sistigiciim HI-FI "l'"'

.'. = '.-.'- "1'1{1 :I_l-1ur|- H

5 =, e =" B3
LT TR ]
I-:b-. S I-'.ﬂ..l__
Rl ghin W """J &

i b

i

o

board with Virtex-6



file:///home/yann/text/Talks/videos-2015/seung-jain-2007.mp4

Y LeCun

NewFle\;: 'Architectu re

A Runtime Reconfigurable Dataflow Architecture

Multi-port memory
controller (DMA)

[X12 on a V6 LX240T]

RISC CPU, to
-4" reconfigure tiles and

data paths, at runtime

global network-on-chip to
—~“— Runtime Config Bus ( / indication on the width) allOW fast reconfiguration

= Configurable Route “— Global Data Lines

"' Jr "' J@ Q" J(

grid of passive processing tiles (PTs)

[X20 on a Virtex6 LX240T]



&) -.1{.. ’ ? ‘ -_..'

Y LeCun

NewFle\;: 'Processing Tile Architecture =

configurable router,

Term-by:-term to stream data in
streaming operators and out of the tile, to
(MUL,DIV,ADD,SU oT : neighbors or DMA
B, MAX) MUX ports

' [X20]

[x8,2 per tile] ®@@
configurable piece-wise
. @ linear or quadratic
_ - mapper

[x4]
configurable bank of
full 1/2D parallel convolver FIFOs , for stream
with 100 MAC units buffering, up to 10kB .
per PT [Virtex6 LX240T]

[x4] [x8]



NewFlow ASIC: 2.5x5 mm, 45nm, O.6Watts;,- >300GOPS

& Collaboration Purdue-NYU: Eugenio Culurciello's e-Lab
# Suitable for vision-enabled embedded and mobile devices
@ (but the fabrication was botched...)
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[Pham, Jelaca, Farabet, Martini, LeCun, Culurciello 2012]
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Deep Learning Applications deay = ConVNets

& Practical/deployed applications of deep learning:

» Almost exclusively ConvNet trained with Backprop

» A few recurrent nets used experimentally

» Applications: image recognition, face recognition, video

understanding, speech recognition, natural language understanding.

# Training

» Backprop running on racks of GPUs
# Production

» ConvNets on CPUs, with reduced-precision arithmetics
» Some are moving to GPUs or FPGA.

# Scale
®» People upload 500 million images on Facebook every day

» All of them go through two ConvNets within 2 seconds
» One for image tagging, one for face recognition.



ConvNet Hardware Today.

Y LeCun

& Training is all done on GPUs (on NVIDIA GPUs)
» 4 or 8 GPU cards per node. Many nodes per rack. Many racks.
» 5 Tflops per card (2014)
» Training needs performance, programmability, flexibility, accuracy.
» Power consumption and space is not that important.

@ Many large hardware companies are developing ConvNet accelerators

» NVIDIA: evolving from GPU. Embedded applications
» NVIDIA is betting the farm on deep learning.

» Intel: ConvNet Fixed Function core. 10X over standard core
» Mobileye: ConvNet chip for automotive

» Orcam: low-power ConvNet chip for the visually impaired

» Qualcomm, Samsung: ConvNet IP for mobile devices

# Lots of startups are getting into the field
» Teradeep, derived from NeuFlow
» Many others...
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